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1 
Introduction
North American SynchroPhasor Initiative (NASPI) is a collaborative effort between the U.S. Deprtment of Energy (DOE), North American Electric Reliability Corporation (NERC), North American electric utilities, vendors, consultants, federal and private researchers. Its mission is to improve power system reliability through wide-area measurement, monitoring and control. SynchroPhasors are time synchronized and precise grid measurements from Phasor Measurement Units (PMUs) and can provide a comprehensive view of the entire interconnection when measurements from multiple utilities are combined and thus can improve wide-area situational awareness. The NASPI community is working to advance the deployment and use of networked phasor measurement devices, phasor data sharing, applications development and use, and research and analysis. To enable phasor data sharing and support synchrophasor applications that depend on shared PMU data, NASPI is working to develop an “industrial grade”, secure, standardized, distributed, and expandable data communications infrastructure, called the NASPI network or NASPInet. A conceptual architecture of NASPInet and its functional and security requirements are captured in NASPInet specification documents
 commissioned by U.S. DOE. 
Briefly, NASPInet will be composed of Phasor Gateways (PGWs) and a Data Bus (DB). The DB includes a Wide Area Network (WAN) and associated services to provide basic connectivity, QoS management, performance monitoring, and cyber security and policy enforcement over data exchanged through NASPInet. PGW is the sole access point of entities like utilities and monitoring centers (i.e.RCs) to the DB. The PGW will manage the connected devices on the entity’s side, manage QoS, administer cyber security and access rights, perform necessary data conversions and interface the entity’s own network with the DB. NASPI Data and Task Management Team (D&NMTT) has reviewed the specifications and is working on creating a Platform Independent Model (PIM) based on the NASPInet specifications. The Use Cases sub team of D&MTT is working on fleshing out use cases for NASPInet.  

1.1 Goals of this Document

The primary aim of the document is to expose the many design choices that need to be made w.r.t. to security before NASPInet can be realized. This document also aims to help with Use Cases effort by helping to flesh out the security aspects of the use cases. In order to do so, this document develops a straw-man security scheme for securing PMU data as it traverses NASPInet.  Specifically, the straw-man scheme addresses the security requirements of confidentiality, integrity and authentication of PMU data. It also addresses the key and trust management functions to the extent needed to provide the above security properties.  The security scheme is presented through Use Cases. While this document currently deals with only data security requirements and not infrastructure security requirements, it might be expanded to deal with other requirements in the future. 

1.2 A Note on Security Requirements

Some of the terms used for defining the security requirements in the specifications deviate from their commonly understood meaning in the security community and as such need some clarification.  Particularly relevant to this document is the usage of the term “end-to-end” security.  A communication is considered to be end-to-end secure, by the security community, if no intermediate node or entity can gain access to the data and only the communicating partners (that is, sender and receiver) have access to the data. This is in contrast to hop-by-hop security where intermediate nodes typically decrypt and re-encrypt data with appropriate keys and the communication partners trust these intermediate nodes.  Thus the requirement of “end-to-end” security as defined in Section 7.1.1 of the specification documents (shown in Appendix Section A.1.1 here) is not in line with the common usage of the term. The fact that NAPSInet specification considers hop-by-hop security to be compliant to the specification becomes very clear in Section 7.1.9.4 (shown in Appendix Section A.1.3.3 here) of the specification where an example key management scenario is presented.

2 Straw-man Security Scheme

The design space for security schemes that satisfy the requirements of NASPInet can be large. Here we describe the most straightforward security scheme based on asymmetric or public-keys and expose some of the design choices. High level design choices are highlighted in yellow. Note that the use of asymmetric key based schemes rather than symmetric keys is in itself a high level design choice. The security scheme aims to achieve the following properties: 

1) ensure confidentiality, integrity (both data and source integrity, i.e., includes authentication) and non-repudiation, 

2) ensure the aforementioned properties in an “end-to-end” manner, where “end-to-end” is interpreted in a traditional manner (see the discussion in Section 1.2), and 

3) support both unicast and dynamic multicast groups (i.e., support publish/subscribe model). 

Note that, for our purposes the end entities are PGs. We may push the end entities to be user/applications but that is a design choice to be carefully analyzed. While availability is an important property goal, it is a system property and hence depends both on the infrastructure security and data security mechanisms. Since, the scheme currently focus on data security alone guaranteeing availability is out of scope.

2.1 Notation

The following notation, as shown in Table 1, is used in the rest of the document. 

Table 1 Notation

	Symbol
	Description

	EKA-B
	Shared symmetric key for encrypting data between entities A and B

	MKA-B
	Shared symmetric key for authenticating data between entities A and B

	E-PKA
	Encryption public key of entity A

	E-SKA
	Decryption secret Key of entity A corresponding to the Public Key 

E-PKA

	S-PKA
	Signature verification public key for entity A

	S-SKA
	Signing secret Key of entity A corresponding to the Public Key 

S-PKA

	EKx
	Encryption symmetric key for signal x

	MKx
	Authentication/integrity protection symmetric key for signal x


2.2 Trusted Entities

The scheme assumes the existence of a central trusted service/entity, namely, NASPInet Security Service (SS), that enables key management, mediates trust establishment, enforces access control (to the network, to signals based on owner policy) etc. Enforcement of access control may be through distribution of appropriate cryptographic keys to authorized entities.  In this scheme, the trusted entity has two asymmetric key-pairs denoted by (S-SKSS, S-PKSS) and (E-SKSS, E-PKSS). The key pairs will be used for signing and decrypting data respectively SS. The two public keys of SS are made public. The scheme also assumes the existence of another trusted service/entity, namely NASPInet Naming and Directory Service (NDS), which registers and assigns names to 1) devices/entities, and 2) signals, available on NASPInet.  That is, it registers PGWs, PMU signals etc. This registry is then used to support a directory service so users can find devices and signals available on NASPInet.  Associated with NDS is an administrative entity. NDS also has two key pairs denoted by (S-SKNDS, S-PKNDS) and (E-SKNDS, E-PKNDS). For now we will assume SS acts as the root of trust and that NDS keys are certified using SS keys. 
2.3 Use Cases

We now describe the security scheme by describing use cases that are affected by the security scheme.
2.3.1 Registering a PG with NASPInet

Whenever a new Phasor Gateway wants to join NASPInet it needs to be registered with the NASPInet Naming and Directory Service (NDS). Similarly it also needs to register with the NASPInet Security Service (SS). This registration process is done out-of-band, that is, it does not use NAPSInet, but can be done either offline or online. For now we will assume that both the registrations are done simultaneously, that is, NDS and SS communicate with each other during the registration process. As part of this registration process, the registering PG, say PG1, does the following.

PG1 generates two key pairs, namely (S-SKPG1, S-PKPG1) and (E-SKPG1, E-PKPG1) and gets them certified by the Security Service. (Here we assume that the SS verifies the authenticity of the registering PG before certifying the keys.) The key pairs will be used for signing and decrypting data respectively by PG1. The security service stores the public-keys for distribution (could be done through the NDS) to other PGs. PG1 also obtains the public keys of the NDS.
2.3.2 Registering a PMU/Device with NASPInet

Whenever data from a PMU or other such device is to be made available for sharing on NASPInet, the device and related meta-data must first be registered with NASPInet. Typically, the device first registers with the utility PG, which in turn will register it with NASPInet. The communication between the PG and NASPInet NDS can now be protected using asymmetric keys (S-SKNDS, S-PKNDSS), (E-SKSS, E-PKSS), (S-SKPG1, S-PKPG1) and (E-SKPG1, E-PKPG1). Specifically, data for NDS can be encrypted using E-PKNDS, and data for PG1 can be encrypted using E-PKPG1 to ensure confidentiality. Similarly, NDS can sign the data using S-SKNDS and PG1 can sign data using S-SKPG1. The signatures on the data 1) protect the integrity of the data, 2) provide source authentication and 3) provide non-repudiation. 

2.3.3 Registering a Signal with NASPInet

Whenever a PG wants to make a signal (PMU data) available for sharing it needs to be registered with NASPInet NDS. The registration process is similar to that of PMU/device registration and hence will not be described in detail. In both these registration processes, that is, PMU device and signal registrations, the responsible PG will also provide a policy governing to whom and under what circumstances the existence of PMU device or signal data should be revealed.  The granularity of this policy, that is, whether it specifies access control at the PG level or at the user/application level is another design choice that needs to be made and will affect the security scheme.  A similar design choice needs to be made w.r.t. to the access policy controlling subscriptions to an available signal.
2.3.4 Subscribing to a Signal

Once an application or user, discover the existence of a signal they are interested in with the help of their local PG they can subscribe to the signal as follows. Here we assume that the granularity of the signal access policy is at the PG level. 

· The home PG of the user/application first authenticates the user/application. 

· User/application indicate an interest in subscribing to a signal to their local PG.

· The local PG then contacts the home PG of the signal; home PG information is obtained from the NDS assuming that the user/application PG is authorized to do so.
· Home PG of the signal authenticates the user/application PG; this is possible as both the PGs public-keys are certified by SS.

· Home PG of the signal verifies that the user/application PG satisfies the access policy associated with the signal.

· Home PG of the signal then releases the key under which the signal is encrypted, say EKx, to the user/application PG.

· User/application PG is also added to the subscribers list at the home PG. This list will later be used to push signal key updates etc. It is also used to deliver signal data but that is out of scope for this document.

2.3.5 Receiving a Signal

Once a user/application is subscribed to a signal, their local PG receives the signal data. It then decrypts the data using latest signal key and delivers the data to the user/application. 

2.4 A Note on Authenticating Signal Data

Note that we only discussed encrypting and decrypting signal data using a signal encryption key, EKx. That is, we discussed only providing confidentiality to signal data. Authenticating signal data is trivial when there is only one subscriber. The home PG of the signal also provides an authentication or integrity protection symmetric key, MKx, to the lone subscribing PG, which can then verify the authenticity of the signal data using that key. However, when there are multiple subscribing PGs for a given signal then a symmetric key is not very useful for authentication as a subscribing PG cannot be sure that the signal data is not modified by or inserted by another subscribing PG which has access to the same key. The problem is easy to address when using asymmetric keys where in the home PG simply signs the signal data using its signature key. However, signatures are very expensive and may mean that real-time requirements cannot be met. However, multicast authentication problem when using symmetric keys is hard and much research has been devoted to solving it. Many solutions exist in literature and one that suits the needs of this particular application should be identified.

A couple of ways to side step the problem are, 1) reducing the security requirements from end-to-end to hop-by-hop thus trusting the NASPInet infrastructure and 2) sending multiple copies of the data (or authenticators), one for each subscriber, and sacrificing some bandwidth.  

A potential compromise is to trust the NASPInet infrastructure to provide signal data origin authentication but not with the content itself. One possible way to achieve this is as follows. When a signal is registered with NASPInet, the network also records who the publisher of the signal is and only allows that particular publisher to publish data for that signal. This implies that NASPInet DB needs to (1) do signal level admission control at the edge routers, and 2) ensure that data cannot be injected into the network other than through the edge routers. 

2.5 A Note on Security Scheme using Symmetric Keys

A security scheme similar to the one described above can also be designed using only symmetric keys (albeit with the caveat on authenticating signal data). In this case, the SS establishes long-term symmetric keys with PGs, and mediates establishment of short-term keys between PGs. In essence, the SS plays the role of a Kerberos
 KDC.
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Appendix A: Relevant Cyber Security Requirements from NASPInet Specification Documents

Here we reproduce some of the relevant data security requirements from the specification documents. The sections in which they appear in the NASPInet specifications are shown in the parentheses. They fall into two categories, overall NASPInet cyber security requirements and Data Bus cyber security requirements. Not all aspects of a security requirement included here are addressed by the straw-man scheme.  
A.1 Relevant NASPInet Cyber Security Requirements

A.1.1 End-to-End Security (Section 7.1.1)

All traffic of NASPInet shall be transmitted through the NASPInet with an end-to-end security guarantee, which means that the required security properties (e.g., confidentiality, integrity, authentication) of a given traffic flow must be satisfied by all the system components involved in the flow, namely, the end systems (e.g., PGs, servers) and the Data Bus. It shall prevent man-in-the-middle from intercepting the data traffic and tamper with it, and also shall prevent traffic replay attacks, colluding attacks, and masquerading attacks.

A.1.2 Trust Management (Section 7.1.7)
Establishing credentials among NASPInet components shall be an important design consideration. It is expected that a central authority (e.g. a NERC organization) would handle the credential management for NASPInet connected entities, which includes entity registration, verification, credential distribution and revocation. As a minimum, this authority shall be able to:

· Define the various services and the type of credentials that are needed to access the given service. 

· Define the various credentials and the superset/subset relation among credentials and union/intersection operation among credentials.

· Establish methods to grant and revoke credentials to a user/machine.

· Establish methods to upgrade/degrade the credentials required to access a given service.

A.1.3 Security and Controllability in a Dynamic Multicast Group (Section 7.1.9)
A.1.3.1  Dynamic Groups (Section 7.1.9.1)
It is expected that more and more entities will be connected to NASPInet and applications will be deployed/removed on a continuous basis by entities connected to the NASPInet. As a result, the subscribers for a published data stream of a multicast group, should multicast be used, will frequently change. Therefore, NASPInet must maintain security and controllability of a dynamic multicast group, accounting for specific restrictions that are inherent in the way multicast works:

· The PG of an entity shall be able to maintain its full control over which PGs it would share/receive data through NASPInet, not only in the initial setup but also during day-to-day operations.

· The DB shall provide secure multicast communications with applicable and appropriate security measures, including but not limited to source authentication as in unicast communications

A.1.3.2  Key Management (Section 7.1.9.2)
The system shall enforce dynamic key control. Because a multicast group, or any other group constraining access to any class of NASPInet information, is dynamic (i.e., members join and leave the group dynamically), the key management protocol shall ensure that the keys are updated dynamically to ensure changing data access rights due to joining and leaving of PG members through “join secrecy” and “leave secrecy”. Join secrecy ensures that members that just joined the group will not able to decrypt existing data unless specifically allowed, and leave secrecy ensures that members who left the group will not be able to decrypt future data sent to the group.

Additionally, Key Management shall at a higher level provide the functionality to implement best practices including but not limited to on-demand, regular and random key rotation; and key revocation with appropriate levels of granularity.

A.1.3.3  A Key Management Example in Multicast Environment (Section 7.1.9.4)
The example below assumes the use of multicast capability of IPv6 protocol for real-time streaming data subscription fulfillment in a one-publisher-to-many-subscriber scenario. Separate cryptographic keys are used for a published data stream and for all subscriptions of the data stream that may subscribe to different portions of the data stream. The example illustrates a key management scheme that satisfies the above considerations.

In this generalized complex one-publisher-to-many-subscriber scenario for real-time streaming data distribution, a published data stream is subscribed by multiple subscribers, each subscribing to a different portion of the signals contained in the data stream with some overlaps between different subscriptions. Such scenario could occur as a result of different access rights were granted by the publishing PG to different subscribing PGs for signals contained in the data stream, or subscribing PGs subscribed to different signals of the data stream.

In this example, when a data stream is first published, P-PG would obtain a publishing cryptographic key from NASPInet. The publishing cryptographic key would be used by P-PG to encrypt the published data stream, and by the DB to decrypt the data stream wherever needed.

For each subscription to the published data stream, the subscribing S-PG would obtain a subscription cryptographic key from NASPInet. The subscription cryptographic key would be used by the DB to encrypt the subscribed data at the node serving the S-PG and by the S-PG for decrypt the subscribed data stream.

NASPInet DB key generation and management function would ensure that all publishing cryptographic keys and subscription cryptographic keys are not duplicated for all active published data streams and subscriptions.

The encrypted data stream from P-PG will be transported across the NASPInet WAN in IPv6 multicast protocol. The stream middleware of the NASPInet at the node serving the S-PG of a subscription will decrypt the data with the publishing cryptographic key of the data stream upon receipt of each frame of the data stream, extract the subscribed data, and encrypt the subscribed data with the subscription cryptographic key before delivering the data to the S-PG.

This scheme example takes the advantage of the efficient real-time data stream delivery of the multicast data distribution capability of the IP network, while only requires one additional decryption/encryption process for fulfilling each subscription. With separate publishing/subscription keys, the join and leave secrecy of the published data stream can be maintained.

A.2 Relevant Data Bus Specific Cyber Security Requirements

A.2.1 Unicast (Section 7.2.1, DB Spec.)

The DB shall support secure unicast (point-to-point) flows with specified security and QoS properties.

A.2.2 Publish/Subscribe Model (Section 7.2.2, DB Spec.)

The DB shall also support multicast capabilities to implement a publish/subscribe model of data exchange in a resource efficient manner while maintaining the data confidentiality and integrity. The security services shall ensure that published data will only reach subscribers who have been authenticated and authorized to receive that data; subscribed data shall only come from the subscribed publishers authenticated and authorized to publish that data. The DB design shall describe how these security functions are provided for the Publish/Subscribe Model, including but not limited to approaches such as subscription limits on specific data, Group Key Management, and general audit controls.
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