Item 1:  Should NASPInet DB be a single owner entity?

By: Tim Yardley

Section 7.1.1 “All traffic of NASPInet shall be transmitted through the NASPInet with an end-to-end security guarantee, which means that the required security properties (e.g., confidentiality, integrity, authentication) of a given traffic flow must be satisfied by all the system components involved in the flow, namely, the end systems (e.g., PGs, servers) and the Data Bus. It shall prevent man-in-the-middle from intercepting the data traffic and tamper with it, and also shall prevent traffic replay attacks, colluding attacks, and masquerading attacks. “

End-to-end security is defined in a non-standard manner in the specification.  In order to provide end-to-end security in the manner stated in the specification, one needs to trust the DB.  In doing so, one implies that the DB is envisioned to be run by one single operating entity.  Is this feasible?

Pros:
1. Allows for simplified trust and management model.  If there is one entity responsible for the data bus, then that is the entity that everyone goes to with issues and they make sure they are addressed.  Further, there would be no external entity handoffs to worry about trust relationships, as there would only be one operating entity across the full system.

2. Provides potential for tighter granularity of control for items like QoS properties, etc. without forcing multiple parties to negotiate SLAs.

3. Even if there is one single “owner”, that doesn’t necessarily preclude the possibility of multiple tier1 providers providing the underlying service that is all negotiated by one entity.

Cons:

1. NASPInet will initially form from grassroots efforts, each FOA 58 project putting up its own “localized” nexus of control.  As such, this work would generally indicate that there would be multiple owners of the DB from the get-go, perhaps complicating the necessity of interlinking under one entity at a later date.

2. A single owner must be found with sufficient national trust and authority to run the DB.  Further, a model of capital and operational support must be created to fund the setup and operation of such a network.

3. A single entity operating the critical infrastructure might provide a point of failure if used in an attack scenario.
Consensus/Recommendation:  Design for a multi-owner DB but do not exclude the possibility of single owner. Single owner is a special case of multi-owner.  

NOTE This item was discussed in the main D&NMTT meeting and reached a consensus regarding the multi-ownership there as well. 
Item 2: Do we need Non-repudiation in NASPInet? If so under what circumstances?

By: Rakesh Bobba

Req. Section 7.1.2: “The data flow and control flow supported by the NASPInet shall satisfy security properties of confidentiality, integrity, authentication, non-repudiation, and availability. The implementation shall comply with the Federal Information Processing Standards (FIPS) relative to cryptographic infrastructure where applicable. FIPS PUB 140-2 titled “Security requirements for cryptographic modules” defines Security Levels 1-4 with increasing level of security from level 1 through 4. Many of NASPInet’s data services shall as a minimum, support “FIPS 140-2 Level 1” security. FIPS 140-2 Level 2 or higher levels of security shall also be supported as appropriate for certain applications to enhance the "physical security" (e.g., tamper resistance) of devices and cryptographic modules, e.g., to protect private keys. In addition, the overall system design shall meet the specified security level stated above for each data flow, and protection functions of the NASPInet. “(Refer to http://www.itl.nist.gov/fipspubs/by-num.htm for other relevant FIPS standards)

Why is this important? :   If there is no need for non-repudiation one could consider designing the system using only symmetric key cryptography which is typically much more efficient than asymmetric key cryptography. But if non-repudiation is necessary then the use of asymmetric key cryptography becomes necessary as the most straightforward way to ensure non-repudiation is through the use of digital signatures (asymmetric key cryptography).  While non-repudiation can be achieved using only symmetric key primitives it often involves complex protocols with in-line trusted entities. 

Also, the current NASPInet specification mandates that non-repudiation be supported for both data and control flows on NASPInet (see 7.1.2).  It is necessary to re-examine this requirement as this could be burdensome especially when trying to meet the latency requirements for class A data.

Need for Non-repudiation:


NASPInet Control Messages: For NASPInet control messages, e.g., device and signal registrations, signal key distribution etc, non-repudiation might be necessary to ensure that actions can be attributed to entities (i.e., generate an audit trail) in case of disputes or cyber incidents.


PMU Data Messages: For PMU data transiting NASPInet, it is clear that the integrity of the PMU data needs to be preserved and it is also clear that origin of the PMU data needs to be authenticated. In may also be argued that the confidentiality of PMU data needs to be ensured. However, the need for non-repudiation is not clear. 


Let us say that PMU data messages/packets are digitally signed (either individually or using amortization schemes). This, apart from protecting data integrity and providing source authentication, both of which are necessary, also ensures non-repudiation.  That is, the receiver of the packets can prove to a third party that the sender indeed sent the data item in question.  When is such a property useful? Are there situations where a sender might want to repudiate having sent a data item? If the PMU data is being used for (powers system) control by the receiver and the PMU data caused it to make a bad decision will the sender of the data be held responsible? Are PMU data providers liable for the quality and validity of the data they provide?
Consensus/Recommendation:  Use signatures for NASPInet control messages. Only MACs or other symmetric key based stuff for PMU data messages.
Item 3: Decide what components use symmetric or asymmetric approach. 

By: Rakesh Bobba

Req. Section 7.1.4: “NASPInet shall incorporate a FIPS compliant infrastructure, with relevant components including but not limited to certificate authorities, registration servers, naming servers, etc. to enable the required security functions for the various data flows supported. The infrastructure design shall specify how any private and/or PKI-based components will function relative to public and private key management.

There shall be no single point of failure in the security architecture and overall NASPInet resource management architecture. The architecture shall incorporate sufficient degree of redundancy of security services at the PG and Data Bus.”

Similarly what components will be centralized and what components will be distributed? (Based on 7.1.4)

Why is this important? : Section 7.1.4 of the NASPInet specification seems to imply that the certification authorities (CAs), registration authorities (RAs - presumably for the CAs) etc. are a given in NASPInet. May be because it mandates non-repudiation, it assumes there will be some sort of PKI. Here we aim to identify where asymmetric key and symmetric key based approaches are needed.  This is closely related to Item 2 above. 

The concept of NASPInet with multiple Phasor Gateways (PGs) connected to each other via a Data Bus (DB) is itself a distributed architecture to enable PMU data sharing. This is in contrast to the currently used centralized architecture that relies on a central SuperPDC. However, there are many services, such as the naming and directory service and security service, that are envisioned to be provided by the Data Bus that can be either centralized or distributed. Given 7.1.4 of the specification requires that there be no single point of failure in NASPInet architecture and that there be redundancy in security services both at PGs and DB it might be useful to think about what are distributed services and what are centralized.

Naming and Directory Service:  This can be realized either as a centralized service or as a distributed service. 


Centralized: Something like PMU registry or other central service where all PGs register themselves, their devices and signals with a central server.



Pros: 1) Easy to realize. 



Cons:  1) Need a central trusted service provider.



            2) Availability/reliability of the service is an issue – i.e., single point of failure. Although replication and other techniques can be used to alleviate this problem.


Distributed: Each PG itself is responsible to provide naming and directory service for the devices/signals it hosts. Of course, the naming scheme has to be an agreed upon one. E.g., some thing like DNS where each domain is responsible for mapping “names” to “ip” addresses within  their domain.



Pros: 1) Distributed architecture provides better resiliency. Failures of PGs naming service does not have to affect other PGs.



Cons:  1) Increases complexity of PG and DB.

Security Service (DB): Similar arguments as in the case of Naming and Directory Service apply. However, we need to define what the security service is before we can go into more details.

Security Service (PG): What does redundancy of security service at PG mean?

Consensus/Recommendation: Favoring distributed version for NDS. For security service, depends on what the service does. Need to look into it after the security service is a bit more defined.
Item4: Does a PG have any local authority? Bridge or proxy?

By: David McKinnon

Req 7.1.7 “Establishing credentials among NASPInet components shall be an important design consideration. It is expected that a central authority (e.g. a NERC organization) would handle the credential management for NASPInet connected entities, which includes entity registration, verification, credential distribution and revocation. As a minimum, this authority shall be able to:

–Define the various services and the type of credentials that are needed to access the given service. 

–Define the various credentials and the superset/subset relation among credentials and union/intersection operation among credentials. 

–Establish methods to grant and revoke credentials to a user/machine. 

Establish methods to upgrade/degrade the credentials required to access a given service.”

All NASPI assets that connect to the NASPInet shall connect via a Phasor Gateway.  Two key questions are:

1) How much local authority shall a Phasor Gateway have?

2) Will the Phasor Gateways act as a bridge or a proxy?

Each utility or other organization that connects to NASPInet will deploy one or more Phasor Gateways (PG).  Each NASPInet organization is expected to administer and maintain all devices and applications on the ‘private’ side of its PG.  The existence of legacy devices and applications will require that PG’s convert data/commands from legacy formats to NASPInet formats.  Additionally, PGs must be able to route NASPInet traffic to/from devices, users, and applications on the PG’s private side.  

A simplified NASPInet is shown in the following Figure 1. Behind the PGs are a variety of devices (e.g., PMUs, PDCs, databases), users (e.g., operators and managers), and applications (e.g., state estimation, situational awareness, modeling).
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Figure 1 NASPInet Overview
Action Item:  Local Authority

Background:  Each utility/organization that operates a Phasor Gateway (PG) may want to operate the PG in a similar manner as other devices on its ‘private’ network.  An organization may also want to extend NASPInet concepts into its own ‘private’ network.  The level of local authority with which a utility/organization may operate its PG will impact many design choices.

Question:  Should Phasor Gateways be allowed to act as local authorities?

 Pro:

· Allows for distributed management

· Allows for local naming 

· temporary/transient names would not need to centrally managed

· local naming 

· Improved resiliency (e.g., PG can continue to fail if a centralized authority/service fails)

· Allows utilities/others to leverage existing PG resources for internal (private-side) uses

· Utilities/organization can repair/replace devices with minimal coordination with the centralized authority

Con:

· Allows for distributed management (i.e., weak central authority)

· Requires more “trust” in the operation/management of the PGs

· Requires strong interoperatability (e.g., more peer-to-peer communication)

· Requires consistent naming conventions

Action Item:  Phasor Gateway as Proxy

Background:  All users and devices connected to NASPInet will be connected to the NASPInet Data Bus (DB) via a Phasor Gateway (PG).  A key design choice is then to determine if the PGs that are in the middle of NASPInet data/command flows will act as bridges or proxies.  

The existence of legacy devices and applications will require that PG’s convert data/commands from legacy formats to NASPInet formats.  Additionally, PGs must be able to route NASPInet traffic to/from devices on the PG’s private side.  Both of these factors impact the PG as proxy vs. PG as bridge design choice.  Two information flows are shown in Figure 2.  In the first flow (shown in blue), information flows directly from end user to end user as it would if the PGs acted as bridges.  In the second flow (shown in green), the information flows are proxied by the PGs acting upon the end user’s behalf.

Question:  Should Phasor Gateways act as local Proxies?

 Pro:

· Coarse-grained Access Control Lists (ACLs only need to include PGs)

· PG can “wrap” security around legacy devices

· Utility assets are “hidden” behind the PG

· Reinforces the notion that the PG is the demarcation point between the DB and utilities

· Supports legacy devices (PG proxy can “translate” formats as needed)

· Constant “churn” of users can be hidden behind the PGs

Con:

· Implementing NASPInet address translation is required (e.g., added PG complexity)

· Does not allow for fine-grained access control lists

· PG is actively in the “middle” of end-user information flows

· All devices must be capable of supporting NASPInet protocols/standards
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Figure 2 Phasor Gateway information flows
Consensus/Recommendation: Favoring the idea of PG as proxies. More TBD.
Item5: What is the data format on the WAN? Should we leverage existing middleware data format or modify a standard protocol?
By: Dan Brancaccio – not yet done
Item 6: Should multicast be mandated?

By: Tim Yardley

Section 7.1.9.1
 “Dynamic Groups: It is expected that more and more entities will be connected to NASPInet and applications will be deployed/removed on a continuous basis by entities connected to the NASPInet. As a result, the subscribers for a published data stream of a multicast group, should multicast be used, will frequently change. Therefore, NASPInet must maintain security and controllability of a dynamic multicast group, accounting for specific restrictions that are inherent in the way multicast works:

The PG of an entity shall be able to maintain its full control over which PGs it would share/receive data through NASPInet, not only in the initial setup but also during day-to-day operations.

The DB shall provide secure multicast communications with applicable and appropriate security measures, including but not limited to source authentication as in unicast communications”

This section implies that multicast groups are required.  For various reasons, this item should be questioned.  If the intent was for dynamic group membership and transmission efficiencies, other methods could be examined to provide this.  Further, requiring multicast complicates the encryption choice decisions in light of the other security properties that are being requested.

Pros:

1. Multicast may provide efficiencies in transmission of data.

Cons:

1. Multicast in terms of IP multicast doesn’t provide guaranteed reliability in delivery.  There are mechanisms that can be leveraged to provide a multicast like reliable delivery mechanism, but the statement here could preclude that.

2. Symmetric authentication mechanisms are complicated by a multi-party recipient model from a single transmission.  While it is possible to attain this property, there are few accepted methods that are field proven to support it and each of those methods has potential tradeoffs associated with them.

3. Reliable true WAN multicast across heterogeneous backbone providers is difficult at best.

4. Operational transmission efficiency implied by using multicast could be achieved in other manners (such as data bundling, intelligent DB nodes, etc).

5. The efficiency of multicast also greatly hinges on the number of entities that subscribe to the exact same signals from any given host.  Since subscription happens at the signal level, any interested parties would either receive individual packets with signals that are multicasted out or perhaps bundles of signals multicasted out if the encryption or security scheme allows for some other method of sub-selection.
Consensus/Recommendation: Don't mandate multicast but don't preclude it either. For each security scheme we describe we need to identify whether it can be used with multicast.
Item 7:  Should RBAC be used at the LAN and/or WAN levels?

By: Gabriela Ciocarlie

Section 7.2.4 “All the real-time and non-real-time data and control services supported by the middleware shall be accessible through “role-based access control”, which shall encompass a set of security services for managing roles and their privileges (security policy), authorizing roles to users (security authorization), and identifying users and track security behaviors (security registration). These security services shall be part of the system administration functions to manage roles by granting/revoking privileges, setting classification levels, assigning clearances and authorizing roles to end users/applications, and delegation of responsibilities from user to user. “

The NASPInet specifications require a role based access control mechanism without necessary mentioning if the mechanism is required at both LAN and WAN levels. Is RBAC the right solution at the LAN and/or WAN levels? FIPS requires a role-based access control for level 2 and an identity-based access control for level 3 and 4. 

Why is RBAC required? What are the requirements that need to be addressed that cannot be addressed by other access control mechanisms? 

Pros:
1. Using the same access control mechanisms at both levels provides a unified solution. It becomes natural to map from one level to another while providing security assurance. If different mechanisms are used at the two levels the mapping has to be carefully designed not to introduce security holes.

2. RBAC is considered a scalable mechanism as long as the security policy is very well defined. Scalability is a very important requirement for the NASPInet environment.

3. RBAC provides ease in administration as well as a clear separation of duties, which is required by the NASPInet requirements.

Cons:

1. RBAC can become unmanageable if the organizational policy is not well defined and it doesn’t provide some adaptability to new requirements. Thus, the roles for NASPInet have to be well defined and should consider possible future augmentations.

2. RBAC relies on the knowledge of the administrator to provide the correct role to a new user.
Consensus/Recommendation:  Check with Yi Hu/Quanta as to what the intent is? Was it brought in because of FIPS - Level 2 compliance? Waiting for Yi’s answer.
Item 8: What is the access control granularity at the PG level?

By: Gabriela Ciocarlie

Section 7.5.2
 “PG-212. Access Control Policy: PG shall provide a means for PG administrator to set various access control policies, including user access control policy, device/application access control policy, and access control policy for other PGs and DB components.” From the statement above, the PG will administer the access control policies at the level of user/device/applications locally (“SYS-186. The publishing PG (P-PG) shall have full control over the access rights to the data it publishes. The P-PG shall be able to grant or deny access to all or part of its data to the subscribing PGs.)”. 
If Application1 at PG1 needs to get data from Application 2 at PG2, will the PGs be trusted to send the data to the right application? How is the access control enforced? Is it going to be enforced by the publisher or the subscriber? The ultimate question becomes: is the granularity going to be at the PG level, behind the PG or a hybrid approach will be chosen?

PG Granularity

Pros:
1. This granularity level is easier to implement and scale.

2. This granularity level can be easily integrated with the RBAC mechanism and can provide a clean access right policy.
3. This item is well connected to Item 4 – is PG a local authority? If PGs are local authorities, this granularity will be the obvious choice. All PGs need to be trusted to send data to the right entity.

Cons: 

1. The trust requirement could become a problem if multiple organizations are behind one PG. 

Behind PG Granularity

Pros:
1. This approach is suitable when multiple organizations are behind PGs. 
Cons:
1. This granularity requires a very complex access control mechanism. 

2. Different applications/users/devices can have different roles that need to be unified throughout NASPInet. This approach could interfere with the internal functionality of utilities.
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